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Macro-integration with inequality constraints

an application to the integration of

transport and trade statistics

Harm Jan Boonstra, Chris de Blois (Statistics Netherlands)

and Gert-Jan Linders (Free University Amsterdam)

Summary: Macro-integration is the process of combining data from several
sources at an aggregate level. We review a Bayesian approach to macro-
integration with special emphasis on the inclusion of inequality constraints.
In particular, an approximate method of dealing with inequality constraints
within the linear macro-integration framework is proposed. This method
is based on a normal approximation to the truncated multivariate normal
distribution. The framework is then applied to the integration of interna-
tional trade statistics and transport statistics. By combining these data
sources, transit flows can be derived as differences between specific trans-
port and trade flows. Two methods of imposing the inequality restrictions
that transit flows must be non-negative are compared. Moreover, the fig-
ures are improved by imposing the equality constraints that aggregates of
incoming and outgoing transit flows must be equal.

Keywords: macro-integration, international trade statistics, transport statis-
tics, inequality constraints

3



1 Introduction

Statistical offices usually have many data sources at their disposal. Most data

sources can be classified as either survey samples or registrations. Survey sam-

ples contain data on variables of specific interest for a (typically small) fraction

of population units, usually selected according to a probability sampling design.

Registrations contain data on some variables for the complete population or at

least a large part of the population. Different data sources may contain related

information, for example due to a common variable observed in two sample

surveys.

Several developments at statistical offices increase the need to combine infor-

mation from different data sources. The availability of registrations is increasing

while survey sample sizes are under pressure because of desired efficiency gains

and concerns of respondent burden. At the same time the demand for detailed

figures is increasing. To produce figures of adequate quality therefore often re-

quires combining information from several data sources, including surveys and

registrations.

In many cases it may not be necessary or even possible to combine data

from different sources at the micro-level, the most detailed level at which the

data is observed or registered. Instead one may combine estimates derived from

the various data sources, i.e. combine the data sources at an aggregate level.

This approach is known as macro-integration. Well-known accounts of macro-

integration methods include Stone et al. (1942), Denton (1971), Byron (1978),

Sefton and Weale (1995) and Magnus et al. (2000).

The starting point is that we are given a set of estimates and corresponding

uncertainty measures from multiple data sources. To arrive at this starting

point usually asks for modeling at the micro-level, which we do not discuss. The

estimates together with uncertainty estimates are often adequate summaries of

the information in the data sources about the variables of interest, in which

case there may be no further need to access the micro-data.

The primary goal of macro-integration is to derive a more accurate, consis-

tent and complete set of estimates for a set of variables of interest. By combin-

ing data sources, more information is used, yielding more accurate estimates.

Relations between variables in different data sources, which often must hold ex-

actly by definition, are imposed in order to obtain a consistent set of estimates

of improved accuracy. Sometimes it is necessary to combine two or more data

sources in order to estimate quantities of interest that cannot be estimated from

any single data source. The confrontation of data sources via macro-integration

also provides a way to discover implausible discrepancies between the sources.

Such discoveries should ideally be followed up by examination and possibly

correction of the underlying data, before further integration is attempted.
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We work within a linear framework based on normal distributions. Un-

like equality restrictions, inequality restrictions cannot be exactly represented

within this framework. This paper proposes an approximate way to deal with

inequality restrictions within the linear framework. The approximation is based

on a normal approximation to the truncated multivariate normal distribution.

One of the advantages of this approach over other techniques such as quadratic

programming, is that it also yields measures of accuracy that take the inequality

restrictions into account.

Section 2 starts with a description of a Bayesian framework for macro-

integration based on normal distributions. In section 3 this framework is ex-

tended by a proposal for dealing with inequality restrictions. Section 4 de-

scribes an application to the integration of international trade and transport

statistics. This application illustrates some of the above-mentioned aspects of

macro-integration as well as the proposed method to impose inequality con-

straints. Section 5 concludes.

2 A Bayesian framework for macro-integration

Let x be a p-vector of variables of interest, for which estimates are required. We

assume that initial estimates and accompanying variance estimates are available

for all components of x, not necessarily from a single data source. Let the

vector of initial estimates and variance estimates be denoted by x̂0 and v0,

respectively. Estimates from the same data source may be correlated, and

such correlations can be taken into account in a p × p covariance matrix V0,

having v0 as its diagonal. If no data are available for some components of x,

estimates for these components may be based on expert or other background

information, accompanied by relatively large standard errors reflecting weak

prior information. The complete set of initial estimates x̂0 along with V0 are

used to set up a proper prior density p(x) = Nx(x̂0, V0), where Nx(µ,Σ) denotes

the normal density for x with mean µ and covariance matrix Σ.

Besides this initial set of estimates there may be additional information in

the form of estimates for a number q of (linear combinations of) components

of x from other data sources. There may also be linear relations among the

components of x that must hold exactly by definition. Such information can

be jointly represented as p(d|x) = Nd(Dx,Ω) where d is a q-vector combining

estimates and right hand sides of exact relations, and Dx is the corresponding

vector of linear combinations of x to which the estimates and exact relations

refer, D being a q × p matrix. The q × q covariance matrix Ω contains the (es-

timated) variances and perhaps covariances among the estimates in the vector

d. Note that all components in Ω associated with exact relations vanish.

The use of normal densities might seem restrictive, but is often reasonable,
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especially at an aggregate level. The framework used here is based on the

well-known result for updating a normal prior density for a vector of variables

when data is observed on linear combinations of the variables with normal

measurement errors. A great advantage of using normal prior and data densities

is that they can be easily combined to yield a normal posterior density p(x|d)

with mean and variance

x̂ = x̂0 + V0D
′ (DV0D

′ + Ω
)−1 (d−Dx̂0) , (1)

V = V0 − V0D
′ (DV0D

′ + Ω
)−1

DV0 . (2)

The posterior mean x̂, which is a linear expression in the prior mean x̂0 and

the data d, is the final set of estimates, combining the information from the

data sources. The posterior variance V is the updated covariance matrix whose

diagonal entries provide a measure of accuracy for the estimates x̂. Equations

(1) and (2) are readily derived using Bayes’ theorem p(x|d) = cp(x)p(d|x),

where c = 1/p(d) is a normalizing constant. We refer to Magnus et al. (2000)

and Boonstra (2006) for an application of this macro-integration framework to

National Accounts Estimation. Some special cases of (1) and (2) are discussed

in Appendix A.

2.1 Plausibility of the initial estimates

Even when every reasonable effort is made at obtaining the best initial esti-

mates x̂0 and uncertainty margins in V0, there may always be biases that are

overlooked. Such biases may for example arise because of (micro-level) model-

misspecification, data problems or processing errors. These biases may show

up at the macro-integration stage, where, typically, data from different sources

are confronted and combined.

If the macro-integration adjustments x̂ − x̂0 in (1) are unreasonably large,

then this might be a sign that something is wrong with the initial estimates

x̂0, V0, the data d,Ω, or both. In many cases, the data d on linear combinations

Dx will consist of exact restrictions that must hold without error. In these cases,

unreasonably large discrepancies between adjusted and unadjusted estimates

point to problems in the initial estimates x̂0, V0.

The individual adjustments x̂i− x̂0i can be assessed relative to the standard

errors
√
V0ii. Adjustments of more than, say, two times the standard error may

be deemed suspect, and for these components it may be decided to return to the

micro-data and see whether the problem can be located and solved, or whether

the prior standard errors are perhaps too optimistic.

Alternatively, discrepancies between the data d and the corresponding prior

estimates Dx̂0 can be assessed against the diagonal elements of DV0D
′+ Ω, i.e.

the variances of d − Dx̂0. An overall measure of discrepancy is given by the
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marginal likelihood p(d) = Nd(Dx̂0, DV0D
′ + Ω), i.e. the probability (density)

of obtaining the data in view of the prior assignments. This measure can be used

to compare the overall plausibility of different prior assignments, i.e. different

sets of initial estimates based, for example, on different assumptions about the

underlying sources. For two prior assignments M1 and M2, the Bayes factor

p(d|M1)/p(d|M2) measures the evidence in the data for M1 over M2 (for a

review, see Kass and Raftery, 1995). The posterior odds ratio in favour of M1

over M2 is the product of the Bayes factor and the prior odds ratio, so if the

prior probabilities for M1 and M2 are deemed equal, the posterior odds ratio

equals the Bayes factor.

2.2 Applications to official statistics

A Bayesian framework similar to that described above is formulated in Magnus

et al. (2000) and is applied to estimate a complete set of National Accounts

variables. The initial estimates, obtained from various data sources, are ad-

justed by imposing accounting identities, such as the balancing of supply and

use. These exact restrictions are most easily imposed by considering them as

error-free data, such that Ω = 0. The update equations (1) and (2) then reduce

to what is known as Stone’s method (Stone et al., 1942). Sefton and Weale

(1995) use this method to estimate a time series of UK National Accounts.

Magnus et al. (2000) also take expert information on certain key economic

indicators into account. Often, such indicators are ratios of variables of interest.

Information on non-linear combinations of variables can be incorporated in the

linear macro-integration framework after linearization, perhaps requiring a few

iterations of applying the update formulas, see Knottnerus (2003), section 12.7.

Another potential application of the macro-integration framework is to the

problem of estimating a consistent set of multi-way tables from several data

sources. As estimates for different tables are based on different data sets, dif-

ferences between estimates of common marginals frequently arise. To obtain a

consistent set of estimated tables macro integration techniques can be employed

(Knottnerus, 2003 and Boonstra, 2004).

3 Inequality restrictions

The normal distribution framework can deal easily with exact equality restric-

tions. As mentioned in the previous section, they can be interpreted as data

without measurement error. However, although inequality restrictions are com-

mon in many applications, they are not so easily dealt with in the multivariate

normal setting. Let us denote a set of r inequality constraints by

Cx ≥ c , (3)
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with C an r × p matrix and c an r-vector. In general, no closed-form solutions

similar to (1) and (2) exist for problems with inequality restrictions.

Boonstra (2007) reviews several approaches to handle inequality restrictions.

One approach that remains close to the equality-constrained least squares so-

lutions obtained in a multivariate normal framework, is quadratic optimization

under equality and inequality restrictions, also known as quadratic program-

ming (QP). A disadvantage of this non-probabilistic approach is that it only

provides a consistent set of estimates, not an updated covariance matrix from

which uncertainty margins can be inferred. However, the existence of very ef-

ficient QP solvers makes this approach attractive when dealing with very large

systems of variables (Bikker et al., 2009).

One of the approaches we have used is based on an iterative application of

the update equations (1) and (2). The algorithm is stated below. We found that

this algorithm exactly reproduced the QP results for our application. It can be

shown, however, that the algorithm does not in general yield the same results

as QP, although in a wide variety of examples tried it did. For simplicity we

assume that the data, i.e. the information to be added to the prior information

in p(x) = Nx(x̂0, V0), consists only of exact equality constraints and inequality

constraints, denoted by Ax = a and Cx ≥ c. The prior mean x̂0 need not

satisfy any of these constraints.

Algorithm 1

1. Start by imposing all equality restrictions Ax = a using (1) and (2) with

D = A, d = a, and Ω = 0. This yields the updated estimate x̂ and

covariance matrix V satisfying Ax̂ = a and AV A′ = 0.

2. Check whether x̂ violates any inequality constraints. If not, x̂ is our solu-

tion satisfying all constraints. If there are violated inequality restrictions

these are now turned into equality restrictions which fix the violating linear

combinations of x at their inequality bounds. For this purpose, construct

a new matrix D from the rows of C corresponding to the violated inequali-

ties. Similarly, take d to be the vector of components of c corresponding to

the violated inequalities. Set x̂0 to x̂ and V0 to V . Now apply (1) and (2)

again to find an updated vector of estimates x̂ and covariance matrix V .

The vector x̂ now satisfies all inequality restrictions that were previously

violated.

3. Inequality restrictions that were not violated before may now become vio-

lated. Therefore, step 2 needs to be repeated until no inequality restrictions

are violated anymore.

Note that step 2 needs to be repeated at most r − 1 times.
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Updating the covariance matrix assures that once a restriction is imposed

as an exact equality, it remains valid in all subsequent update steps. This is

because the variances associated with the restricted linear combinations are set

to zero so that these linear combinations will not be adjusted again, whatever

data or other (non-conflicting) restrictions are added.

However, the final posterior covariance matrix resulting from the above al-

gorithm is not in general a good measure of uncertainty about x. By imposing

(some of the) inequality restrictions as equality restrictions, we are acting as if

the corresponding linear combinations of x are exactly known, which of course

is not the case. The final covariance matrix will therefore yield too small un-

certainty margins, at least for variables involved in inequalities that have been

imposed as equalities. Instead, the covariance matrix that results after step 1

may be used to base uncertainty margins on. This generally is a conservative

measure since it does not take into account any information contained in the

inequality constraints.

Without inequality constraints the posterior density for x would be normal

with mean and variance given in (1) and (2). The inequality constraints can be

viewed as truncating this posterior density at their implied boundaries result-

ing in a truncated multivariate normal density. The quadratic programming

solution is then the maximum a posteriori (MAP) estimate, i.e., the vector x

that maximizes the posterior truncated multivariate normal density.

The MAP estimate is generally not the best estimate, however. It minimizes

posterior expected loss for a loss function that is infinitely sharply peaked (and

negative) at the unknown true value of the estimand and zero for all other

values, see e.g. Berger (1985). For most applications a more reasonable loss

function would be linear or quadratic in the error made. Most often, the pos-

terior mean, which minimizes posterior expected squared error, is used as an

estimate. MAP estimates sometimes lie at the boundary of parameter space, in

this case at some inequality bound. This may not always be appropriate, and

using the posterior mean prevents this. This suggests that we use the posterior

mean of the truncated multivariate normal density as our best estimate of x.

Moreover, the posterior variance can serve as a measure of uncertainty.

Simple as this may sound, computation based on general truncated mul-

tivariate normal distributions is far from trivial. Exact inference requires the

evaluation of complicated integrals. Monte Carlo methods may be used to eval-

uate such integrals, but these methods can be computationally costly. Also,

in the case of Markov Chain Monte Carlo methods care must be taken that

the Markov sequence does not get stuck as a result of equality constraints.

See Geweke (1991), Robert (1995) and Rodriguez-Yam et al. (2004) for Monte

Carlo approaches to sampling from truncated multivariate normal distributions.
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Below we develop a closed-form approximation as a simple and fast alternative.

Suppose x has a multivariate normal density p0(x) = Nx(x̂0, V0). Suppose,

however, that this represents our knowledge about x apart from r inequality

restrictions

a ≤ Cx ≤ b (4)

with lower and upper bounds given by r-vectors a and b, and C an r × p

matrix. For convenience we now specify the inequality restrictions using lower

and upper bounds, and we assume that C has full rank r. One-sided truncation

is included as a special case by allowing components of a and b to be ∓∞,

respectively. Imposing these restrictions on the multivariate normal density

p0(x) yields a truncated multivariate normal density whose moments are not

generally available in closed form. The approach taken here is to approximate

this multivariate truncated normal density by a regular, i.e. non-truncated

multivariate normal density.

In contrast to general multivariate truncated normal densities, a univariate

truncated normal density has closed-form expressions for its first two moments,

see e.g. Johnson and Kotz (1970). The mean of a univariate normal density

Nx(µ, σ2) truncated to the interval [a, b] is

E(x) = µ− σ φ(zb)− φ(za)
Φ(zb)− Φ(za)

, (5)

where φ and Φ are the standard normal density and cumulative distribution

functions, respectively, and za = (a − µ)/σ, zb = (b − µ)/σ. The mean E(x)

always lies within the interval [a, b], even when µ happens to fall outside it.

The variance of the truncated normal density is

V (x) = σ2

(
1− zbφ(zb)− zaφ(za)

Φ(zb)− Φ(za)
−
(
φ(zb)− φ(za)
Φ(zb)− Φ(za)

)2
)
. (6)

The univariate truncated normal density can therefore be approximated by a

regular normal density with mean (5) and variance (6). An illustration of this

approximation is shown in Figure 1 on page 14.

In the multivariate case closed-form expressions for the mean and variance

are not available, so we consider instead the r univariate densities correspond-

ing to the inequality constrained linear combinations of x, defined by the rows

of Cx. Since p0(x) is a regular normal density, which has not yet taken the in-

equalities into account, the corresponding marginal of Cx is simply normal with

mean Cx̂0 and covariance matrix CV0C
′. For each of the r univariate marginal

densities of this r-variate normal density we compute the first two moments of

the appropriate truncated univariate normal density, as in (5) and (6). Denot-

ing these r-vectors of first and second moments by m and v, respectively, we
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have, for i = 1, . . . , r,

mi = mC;i −
√
V0C;ii

φ(zb;i)− φ(za;i)
Φ(zb;i)− Φ(za;i)

,

vi = V0C;ii

(
1−

zb;iφ(zb;i)− za;iφ(za;i)
Φ(zb;i)− Φ(za;i)

−
(
φ(zb;i)− φ(za;i)
Φ(zb;i)− Φ(za;i)

)2
)
,

where we have defined

mC = Cx̂0 ,

V0C = CV0C
′ ,

za;i =
ai −mC;i√

V0C;ii

for i = 1, . . . , r ,

zb;i =
bi −mC;i√
V0C;ii

for i = 1, . . . , r ,

mC;i being the ith component of mC , and V0C;ii the ith diagonal element of

V0C .

The next step is to (minimally) adjust p0(x) such that it agrees with the

moments m and v for the r linear combinations Cx. For this purpose the

Kullback-Leibler divergence (Kullback and Leibler, 1951) or relative entropy

discrepancy measure for probability distributions is used. The Kullback-Leibler

divergence between two distributions p1(x) and p0(x) is defined as

KL(p1||p0) =
∫
p1(x) log

p1(x)
p0(x)

dx .

For two multivariate normal distributions p1(x) = Nx(x̂, V ) and p0(x) = Nx(x̂0, V0)

the relative entropy is

KL(p1||p0) = 1
2 log |V0V

−1|+ 1
2tr
[
V −1

0 ((x̂− x̂0)(x̂− x̂0)′ + V − V0)
]
, (7)

see e.g. Kullback (1959).

In adjusting the diagonal elements of the initial covariance matrix V0C =

CV0C
′ to v, it seems reasonable to preserve the correlations in V0C .1 This is

realized by adjusting V0C to

VC ≡ TV0CT ,

where T is a diagonal matrix with elements

ti =
√

vi
V0C;ii

,

so that VC has diagonal elements vi and the same correlations as V0C .

The approximating multivariate normal density p1(x) is now found by min-

imizing the relative entropy (7) with respect to x̂ and V subject to the con-

straints Cx̂ = m and CV C ′ = VC . This way, p1(x) takes the information in the
1Imposing constraints only on the diagonal elements of the r × r covariance matrix for Cx

appears to complicate the optimization problem.
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inequality constraints into account, albeit in an approximate way. The result,

derived in Appendix B, is that p1(x) has mean and covariance matrix

x̂ = x̂0 − V0C
′V −1

0C (mC −m) , (8)

V = V0 − V0C
′V −1

0C (V0C − VC)V −1
0C CV0 . (9)

It can be easily verified that Cx̂ = m and CV C ′ = VC . Note that (8) and (9)

reduce to (5) and (6) in the case of the normal approximation to the univariate

truncated normal density. Note also that (8) has the same form as (1) with

Ω = 0. This is also the case for (9) and (2) except that (9) includes an additional

(positive-semi-definite) term which accounts for the fact that the constraints are

inequality rather than equality constraints. As a further consistency check, we

note that when a set of equality restrictions Cx = a is viewed as a degenerate

set of inequality restrictions, a ≤ Cx ≤ b in the limit b→ a, then both (8) and

(9) reduce to the basic update equations (1) and (2) with D = C, d = a, and

Ω = 0.

By construction, the mean vector (8) satisfies all inequality constraints.

Also, the covariance matrix (9) incorporates the effect of the inequality con-

straints, again in an approximate way, without the underestimation problems

that would occur with the method of imposing violated inequality constraints

as equality constraints. However, being a regular normal density, p1(x) still

assigns nonzero probability mass to the region disallowed by the inequality

constraints. This means that if additional information is added, it can happen

that the updated mean vector violate one or several inequality constraints. To

prevent this from happening one might impose the inequality constraints using

(8) and (9) only after all other information has been taken into account. If this

is not possible, one could use (8) and (9) in combination with algorithm 1.

In the derivation of (8) and (9) we have assumed that V0C = CV0C
′ is

non-singular. However, in general V0C could be singular due to linear depen-

dencies among the rows of C, or because of a singular covariance matrix V0

resulting from earlier imposed equality restrictions. In those cases, (8) and (9)

can only be used for a subset of inequality restrictions corresponding to a non-

singular matrix V0C . The remaining inequalities can then be treated according

to algorithm 1.

We finally note that the inequality restrictions may only be accounted for

just once using (8) and (9). Although exact truncation of a probability den-

sity could be repeated multiple times without changing the results, such a

self-consistency property is lost by approximating the truncated normal by a

regular normal density. So although it may be tempting to apply the normal

approximation with mean (8) and variance (9) repeatedly to decrease the prob-

ability mass assigned to the region ruled out by the inequality constraints, this

would amount to ‘using the data twice’.
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4 Integration of international trade and transport statistics

In this section we describe in some detail the application of the macro-integration

method to the integration of the Dutch international trade and transport statis-

tics.

4.1 Background

For a trading nation as the Netherlands, international commodity flows are

an important source of income. Besides import and export, transit of goods

through the Netherlands plays an important role. In 2004, the value of transit

was about one third of the value of export. Together, transit and export make

up what is called total outgoing transport.

Although transport of goods is of major significance for the Dutch economy,

there is also another side: international transport flows contribute to traffic

jams, emission of greenhouse gases and fine dust, road accidents, noise pollution

and destruction of the landscape. For these and other reasons, it is important

to be able to quantify trade and transport flows and answer relevant questions

like: What types of goods are conveyed in transit? What transport modes are

involved? Where do these goods come from and what is their destination?

At the moment, Statistics Netherlands has information about Dutch inter-

national goods flows in two separate sets of statistics: the statistics of inter-

national trade and the statistics on transport flows. Both datasets contain a

substantial amount of information, but a complete and integrated view on in-

ternational goods flows is lacking. These statistics considered separately cannot

give a complete picture of the international goods flows, e.g. in terms of both

value and weight and subdivided according to type of flow (trade and transit),

product group, and country of origin or destination. A more complete picture

can be obtained by integration of the statistics on trade and transport flows.

More background information on the integration of trade and transport can be

found in Linders et al. (2008).

4.2 Data sources

The statistics on international trade are based on customs information for extra-

EU trade and immediate information supply by companies for intra-EU trade.

The trade statistics contain information on the value and net weight or quantity

by goods type, by location of origin or destination, and by transport mode.

However, there are problems with the quality of the net weights and quantities

in the trade statistics. Furthermore, the information on mode of transport is

incomplete and partly unreliable. Transit flows are not registered in the trade

statistics.
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Transport statistics are based on complete observation for all transport

modes except road transport. Information about the latter is based on a sample

survey among transport firms owning one or more trucks with a Dutch regis-

tration number. To complete the picture of international transport flows, in-

formation from European statistics on the transport by foreign trucks is added.

Transport statistics contain information on the gross weight by product group

and by location of loading or unloading combined with transport mode at the

border. The transport statistics do not contain a subdivision according to type

of flow (trade and transit), and information on the value of goods transported

is missing.

Both statistics are subject to errors, notably measurement errors, but also

processing errors and sampling error in the case of road transport statistics.

The integration provides more insight into the nature of some of these errors,

and enables both statistics to borrow strength from each other. The integra-

tion of transport and trade statistics also provides a more comprehensive view

of international commodity flows. Comparing total foreign supply (incoming

transport) with total imports allows one to determine total incoming transit

flows, while comparing total domestic supply (outgoing transport) with total

export makes it possible to determine total outgoing transit flows.

To match trade and transport statistics, both are expressed in terms of gross

weight. This means that the net weight, quantity, or value of registered trade

transactions must be converted to gross weights. Information from the customs

authorities including value, quantity, net weight and gross weight for extra-EU

trade transactions are used for this purpose. The transport figures are already

given in terms of gross weight.

The integration is carried out at the first level of the standard NSTR goods

classification. This level of detail corresponds to a subdivision into ten product

groups. A significant problem with the transport statistics, hampering the

integration with trade statistics, is the overrepresentation of transported goods

in the rest category NSTR 9, representing ”Other goods and manufactures”.

The overrepresentation problem is, for now, tackled by extrapolating the goods

distribution of transport data from 1982-1992, which, being based on detailed

customs reports, does not suffer from NSTR 9 overrepresentation.

These and other factors complicating the integration are described in more

detail in Linders et al. (2008). One such factor is that country of origin or

destination in the trade statistics and country of loading or unloading in the

transport statistics are not generally the same. However, for the time being

the integration is carried out at the level of continents. At such a high level of

aggregation the differences between origin/destination and loading/unloading

are much smaller than at the country level.
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4.3 Macro-integration of transport and trade statistics

The integration of trade and transport statistics is carried out at the level of

incoming and outgoing flows broken down by continent of origin/destination

and NSTR level 1 goods type classification. In total, both transport and trade

statistics provide 2(flow directions)×6(continents)×10(product groups) = 120

figures on the size of these flows, both in terms of gross weight and value (De

Blois et al., 2009). For convenience, we restrict ourselves here to the weight

flows, so that the total number of trade and transport variables is 240. The

figures on trade and transport flows are used as the mean vector of the prior

distribution p(x), where x is the unknown 240-dimensional vector of flows to

be estimated. The prior variances are based on estimated relative uncertainty

margins. All prior covariances are taken to be zero 2. The components of x are

denoted xgcds with index g = 0, . . . , 9 for goods type, c = 1, . . . , 6 for continent

of origin or destination, d = 1, 2 for incoming or outgoing direction, and s = 1, 2

for trade or transport.

One advantage of combining transport and trade statistics is that it enables

us to estimate the size of transit flows as the differences between transport and

trade flows. But there is also additional information that can be exploited:

the incoming and outgoing transit flows by goods type must be equal. These

identities must hold by definition of transit flows. There can be small deviations

from these identities, however, because we are considering data from a single

year, so that transit goods that are in the country during year transitions can

cause small asymmetries between incoming and outgoing flows. But since these

asymmetries will be relatively small compared to the standard errors assigned

to the flows involved, it is a good approximation to impose the equality of

incoming and outgoing transit as exact identities.

In terms of the components of x the equality restrictions are∑
c

(xgc22 − xgc21)−
∑
c

(xgc12 − xgc11) = 0 , for g = 0, . . . , 9 . (10)

This expression represents the total outgoing transit flow minus the total in-

coming transit flow for each goods type. The 10 restrictions (one for each goods

type) can be added to the information in the prior p(x) using the update equa-

tions in section 2. For this purpose the linear equality constraints are cast into

matrix form Dx = 0, with D a 10 row by 240 column matrix. Subsequently,

they are imposed using (1) and (2) with Ω = 0. This way, the restrictions

are viewed as data without error on the linear combinations of the vector x

that comprise the incoming and outgoing transit flows. Imposing these rela-
2This is not entirely realistic since figures coming from the same source will usually be corre-

lated to some extent. In subsequent work, we hope to refine our analysis by assessing the size

of prior correlations, and/or by conducting a sensitivity analysis.
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tions yields consistent estimates of transit flows as well as improved estimates

of trade and total transport flows.

Next, we take inequality restrictions into account. Transit flows are non-

negative quantities. However, the way they are derived as differences between

independent transport and trade figures does not in any way enforce the pos-

itivity of the transit flow estimates. In fact, several estimates of transit flows

turn out negative if non-negativity constraints are not taken into account. Thus

it is important to use the additional information of non-negativity of the transit

flows.

For this purpose we use the method based on the analytical approximation

to the truncated multivariate normal distribution described in section 3. The

method is illustrated in Figure 1, which shows, for one of the transit flows,

the original prior, the truncated prior and the normal approximation to the

truncated prior. In terms of the components of x the inequality restrictions

read

xgcd2 − xgcd1 ≥ 0 , for g = 0, . . . , 9 , c = 1, . . . , 6 , d = 1, 2 . (11)

These linear inequality restrictions can be cast into the form (4), where C is

now a 120 by 240 matrix.
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Figure 1: Illustration of the normal approximation to a truncated normal distribution.
Here the prior density for a transit flow is truncated due to the non-negativity
constraint. Subsequently, this truncated normal prior is replaced by a regular
non-truncated normal prior.
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The example of the particular transit flow whose prior is displayed in Fig-

ure 1 is quite typical for this application: though the prior mean is positive,

the prior standard error is relatively large because transit is the difference of

larger transport and trade flows. This results in a significant prior probability

being assigned to the infeasible region of negative values. As a consequence, the

truncation to positive values conveys important additional information. Com-

pared to the original prior, the truncated prior has its mean shifted upwards,

and a somewhat smaller variance. The normal approximation to the truncated

prior, which has the same mean and variance, is seen to assign a much smaller

probability to the infeasible region. These effects are stronger for the transit

flows with negative prior means.

4.4 Results

De Blois et al. (2009) provide detailed numerical results of the integration

sketched above. Figure 2 shows the prior and posterior means for the goods

flows aggregated over all goods types and continents of origin or destination.

The prior means are the estimates based on the individual trade and transport

statistics, whereas the posterior means are the estimates that result after im-

posing the equality and inequality constraints. Confidence intervals at the 95%

level based on prior and posterior standard errors are also shown.

From Figure 2 we see that prior and posterior means for total trade and

transport flows are not much different. The confidence intervals show that

transport flows borrow more strength from the trade flows than the other way

around. This is simply a consequence of the fact that the trade figures are

assigned smaller prior standard errors than the transport figures. The transit

flows are derived quantities; they are the differences between transport and

trade flows. The total incoming and outgoing transit flows are slightly different

prior to imposing the constraints. Their posterior means, however, do incor-

porate the constraints, so they are exactly equal. The standard error of total

transit has clearly decreased as a result of imposing the constraints. Further-

more, the posterior mean for transit is higher than the prior means for incoming

and outgoing transit flows. This is a consequence of the inequality constraints

imposing non-negative transit flows.

The macro-integration approach discussed in section 2 has the virtue of pro-

viding not only estimates, but also variances and covariances. This allows us to

assess the uncertainty of the final estimates, taking non-zero covariances into

account when aggregating. Although we started from a prior with zero correla-

tions, several posterior correlations have become non-zero as a consequence of

imposing the constraints.
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Figure 2: Prior and posterior estimates of international goods flows (gross weights).
The error bars on top are 95% confidence intervals.

4.5 Sensitivity to the method of imposing inequality constraints

In the integration of trade and transport statistics, two types of restrictions

are imposed: equality restrictions and inequality restrictions. The equality

restrictions demand that incoming transit is equal to outgoing transit for each

goods type. The inequality restrictions imply that all transit flows are non-

negative. Here we show the differences between the transit estimates obtained

using the two methods to deal with inequality constraints discussed in section

3.

Figure 3 shows the results of this sensitivity analysis for the estimated gross

weight of transit by product group. The method labeled iterative method in

the figure consists of iteratively fixing negative transit flows at zero, described

by algorithm 1. The other method is the analytical approximation method

based on the multivariate truncated normal distribution, which is the method

eventually chosen to produce the results described in the previous subsection.

The iterative method was carried out by first imposing the equality con-

straints (10). Thereafter, algorithm 1 was applied and it required four iterations

to yield a consistent set of non-negative transit flows. In the end, 28 out of the

120 individual transit flows were estimated at 0. As motivated in section 3, the

uncertainty margins in this case are based on the updated covariance matrix
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Figure 3: Estimated gross weight of transit by product group according to two methods
to deal with inequality constraints. Also shown are 95% error bars.

after imposing the equality restrictions, but before applying algorithm 1.

The truncation method was carried out by first imposing the inequality con-

straints (11) using (8) and (9). This yielded an updated distribution for x with

positive means for all transit flows. Next, the equality constraints were im-

posed, giving the new set of estimates and the covariance matrix on which the

uncertainty margins are based. In this case the uncertainty margins therefore

take into account both equality and inequality restrictions. The set of estimates

thus obtained was consistent except for one transit flow that had become neg-

ative after imposing the equality constraints. A single iteration of algorithm

1 was sufficient to obtain all non-negative flows. Only two individual transit

flows are estimated at zero in this way.

Figure 3 shows that the truncation method results in smaller standard er-

rors for transit flows for a number of product groups. This is especially the

case for transit flows with very small or even negative initial estimates (prior

means), notably agricultural products and fertilizers. Recall that these initial

estimates can be negative in the first place because they are derived as dif-

ferences between transport and trade flows, themselves originating from two

independent data sources subject to error. Whereas the iterative method re-

sults in 95% uncertainty intervals for transit by product group that extend into
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the negative, this is not the case for the intervals resulting from the truncation

method. Note also that the truncation method yields somewhat higher transit

estimates in most cases. This corresponds to the upward adjustment effect of

the inequality restrictions illustrated in Figure 1. The iterative method only

sets negative transit flows to zero, and does not directly affect positive transit

flows, however large their estimated relative standard errors.

In the truncation method, the inequality constraints have been imposed

first. An alternative method is to impose the inequality restrictions using (8)

and (9) after imposing the equality constraints. However, in that case the ma-

trix V0C = CV0C
′ is singular due to singularities in V0 arising from the imposed

equality constraints, and it is necessary to manually remove one row corre-

sponding to an inequality restriction for each goods type in order to obtain a

non-singular matrix. A drawback of this approach is that the results may de-

pend on the particular rows removed. Also, the inequality restrictions removed

may become violated so that application of algorithm 1 may still be needed as

a final step. As a further extension of the sensitivity analysis we applied this

alternative method for a few different sets of removed inequalities and found

no great differences with the results obtained using the truncation method.

Finally, it is instructive to see the effect of imposing the inequality con-

straints on the prior distribution from the point of view of the Bayes factor dis-

cussed in section 2.1. Comparing the unconstrained prior density for x based on

the initial trade and transport estimates with the density obtained by imposing

the inequality constraints using the truncation method, we find that the natural

logarithm of the Bayes factor is approximately −20, providing overwhelming

evidence in favour of the prior that takes inequality restrictions into account.

This confirms that the equality constraints fit much better after imposing the

inequality restrictions using the truncation method.

5 Discussion

We have argued that the Bayesian updating equations described in section 2

provide a convenient and general framework for combining and improving esti-

mates from multiple data sources. In section 3 we have extended this framework

to handle inequality restrictions in a way that resembles the way equality re-

strictions are imposed. The method is based on a closed-form approximation

to the mean and variance matrix of a truncated multivariate normal density.

The proposed method of dealing with inequality restrictions turns out to

work well in the application to the integration of international trade and trans-

port statistics. In that application transit flows are derived as differences be-

tween independent transport and trade flows, and constraints have to be im-

posed as to guarantee the non-negativity of these goods flows.
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Still there remain a number of challenges for the approach to macro-integration

as described here. Assigning a prior distribution to a large system of variables

can be a daunting task. The prior variances should adequately reflect the (prior)

uncertainty about the variables. Prior covariances can be important but may be

more difficult to quantify. If a prior is formed from a set of initial estimates and

variance estimates, covariances may for example arise from systematic errors

affecting all estimates stemming from the same data source.

A related question is at what level of detail the integration can best be

carried out. On the one hand, by using a more detailed level more information

will be used since the number of relations between data sources typically grows

with the level of detail. On the other hand, however, it will be more difficult

to obtain reliable estimates at more detailed levels, and the use of normal

distributions may be more questionable.

There may also be computational challenges in the application to very large

systems of variables. Bikker et al. (2009) demonstrate, using time series data

of Dutch supply and use tables, that a quadratic programming approach can

easily deal with systems with on the order of 100, 000 variables, equalities and

inequalities. However, such an approach cannot easily give updated uncer-

tainty margins to show, for example, where information is lacking. Magnus

and Danilov (2008) take a different approach exploiting the sparsity of ma-

trices often found in large systems, although they do not consider inequality

constraints.

The application of the macro-integration framework to the integration of

trade and transport statistics can be extended in several ways. One extension is

the use of a more detailed product classification, thereby increasing the number

of equality and inequality constraints to be imposed. Furthermore, a part of

the trade flows consists of re-exports and quasi-transit (see e.g. De Blois et al.,

2009), which are in some ways similar to transit flows and may therefore be

used to provide additional prior information about them. The results of this

more detailed integration of international trade and transport will be discussed

elsewhere.
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Appendix A The basic updating equations

In this appendix we note some special cases of the update equations (1) and

(2) of section 2, which we here repeat:

x̂ = x̂0 + V0D
′ (DV0D

′ + Ω
)−1 (d−Dx̂0) (A.1)

V = V0 − V0D
′ (DV0D

′ + Ω
)−1

DV0 . (A.2)

These are the posterior mean and variance for a vector of variables x of interest,

based on a prior distribution with mean x̂0 and variance V0, and data d ob-

served on linear combinations Dx, with measurement errors assigned a normal

distribution with mean 0 and covariance matrix Ω. Another way of writing

(A.1) and (A.2) is

x̂ =
(
D′Ω−1D + V −1

0

)−1 (
D′Ω−1d+ V −1

0 x̂0

)
, (A.3)

V =
(
D′Ω−1D + V −1

0

)−1
. (A.4)

An advantage of the expressions (A.1) and (A.2) over (A.3) and (A.4) is that

they remain valid when either V0 or Ω is singular. In fact, V0 and Ω may both

be singular as long as the r × r matrix DV0D
′ + Ω is non-singular.3 If V0 or

Ω is singular, i.e. has a zero eigenvalue, the distribution of the corresponding

eigenvector is an (‘infinitely sharp’) delta-function at the (apparently) exactly

known value. Singular covariance matrices occur in (idealized) situations where

exact restrictions apply, or where some measurements are without error. The

matrix DV0D
′ is singular also when the q × p matrix D does not have full row

rank. This is the case when multiple measurements for the same variable are

taken into account. Note that it is not required that p be greater than q. For

an application of (A.1) and (A.2) to the estimation of a system of National

Accounts, see Magnus et al. (2000).

Below we note some well-known special cases of (A.1) and (A.2).

1. If d contains exactly one observation for each component of x then q = p

and D = Ip. The posterior mean becomes

x̂ = x̂0 + V0(Ω + V0)−1(d− x̂0) = Ω(Ω + V0)−1x̂0 + V0(Ω + V0)−1d ,

i.e. a weighted average of prior mean and data with weight matrices

inversely proportional to the variance matrices, the one-dimensional case

of which is particularly well-known.
3Even when DV0D

′+ Ω is singular, the result (A.1), (A.2) still makes sense if the information

provided by the prior and the data is consistent, i.e. if the vector d−Dx̂0 has the same linear

dependencies as does DV0D
′+Ω. In that case one can use a generalized inverse of DV0D

′+Ω

and the result is independent of the particular choice of generalized inverse.
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2. Suppose that Ω = 0, corresponding to error-free measurements. Then

x̂ = x̂0 + V0D
′ (DV0D

′)−1 (d−Dx̂0) ,

V = V0 − V0D
′ (DV0D

′)−1
DV0 .

In the context of National Accounts estimation, this result is known as

Stone’s method, Stone et al. (1942). In that context x̂0 is a vector of initial

estimates and the ‘data’ Dx = d correspond to exact balance restrictions

(constraints) that the system should obey.

3. Let x = (x′1, x
′
2)′, x̂0 = (x̂′01, x̂

′
02)′,

V0 =

(
V011 V012

V021 V022

)
,

Ω = 0, d = x1, and D = (Iq, 0), where q is the dimension of x1. Note

that this is a subcase of the previous special case, since Ω = 0, i.e. mea-

surements are without error. From DV0D
′ + Ω = V011 it follows that

p(x|x1) = Nx(x̂, V ) with

x̂ =

(
x̂01

x̂02

)
+

(
V011

V021

)
V −1

011(x1 − x̂01)

=

(
x1

x̂02 + V021V
−1
011(x1 − x̂01)

)
,

V =

(
V011 V012

V021 V022

)
−

(
V011

V021

)
V −1

011

(
V011 V012

)
=

(
0 0

0 V022 − V021V
−1
011V012

)
.

This reproduces the well-known conditional density of a vector of variables

with a multivariate normal density, given the values of some components

of the vector.

4. The limit of non-informative prior information can be obtained by taking

V0 = 1
λIp and letting λ→ 0. In this limit the posterior density corresponds

to the Generalized Least Squares (GLS) solution (see (A.3), (A.4) in which

V −1
0 → 0)

x̂GLS =
(
D′Ω−1D

)−1
D′Ω−1d , (A.5)

VGLS =
(
D′Ω−1D

)−1
. (A.6)

This can be uniquely interpreted only if D is of rank p (and therefore

q ≥ p), which means that we need data for each component of x. In the
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non-informative prior limit, only information in the data d = Dx+ε with

ε ∼ Nε(0,Ω) is used (cf. the more familiar GLS notation y = Xβ + ε).

The condition that D be of rank p is then the same as the condition for

propriety of the posterior density.

Provided that D is of rank p, the general result (A.3) (or (A.1)) can also be

expressed as

x̂ = Wx̂0 + (I −W )x̂GLS ,

a weighted average of the prior mean and the GLS expression (A.5), with

matrix-valued weights W =
(
D′Ω−1D + V −1

0

)
V −1

0 . The weights are propor-

tional to the inverse of the variance matrices V0 and
(
D′Ω−1D

)−1, and the

posterior variance (A.4) can be expressed as V = W 2V0 + (I −W )2VGLS.

Finally, we note the useful property of the updating equations (A.1) and

(A.2) that independent information can be added sequentially and in any order.

In particular, this means that exact equality restrictions can always be imposed

sequentially and in any order, provided they do not contradict each other.

Appendix B Inequalities

We demonstrate here that minimizing the Kullback-Leibler divergence (7) of

p1(x) = Nx(x̂, V ) from p0(x) = Nx(x̂0, V0) with respect to x̂ and V , and subject

to the constraints

Cx̂ = m, and CV C ′ = VC ,

yields the solution (8) and (9), which we here repeat in slightly expanded no-

tation:

x̂ = x̂0 − V0C
′(CV0C

′)−1(Cx̂0 −m) , (B.7)

V = V0 − V0C
′(CV0C

′)−1(CV0C
′ − VC)(CV0C

′)−1CV0 . (B.8)

The Lagrangian for this constrained minimization problem is

L =
1
2

log |V0V
−1|+ 1

2
tr
[
V −1

0

(
(x̂− x̂0)(x̂− x̂0)′ + V − V0

)]
+λ′(Cx̂−m) + tr

[
Λ(CV C ′ − VC)

]
, (B.9)

where the components of the r-vector λ and the r × r matrix Λ are Lagrange

multipliers.

To show (B.7), set the derivative of L with respect to x̂ to zero, yielding

V −1
0 (x̂− x̂0) + C ′λ = 0 . (B.10)

After left-multiplying by (CV0C
′)−1CV0 and using Cx̂ = m, we can solve for λ,

λ = (CV0C
′)−1(Cx̂0 −m) . (B.11)
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Substitution of (B.11) into (B.10) gives (B.7).

Setting the derivative of L with respect to V to zero gives4

−1
2
V −1 +

1
2
V −1

0 + C ′ΛC = 0 . (B.12)

Left-multiplying by CV , right-multiplying by V0C
′ and using the constraint

CV C ′ = VC , we get

−1
2
CV0C

′ +
1
2
VC + VCΛCV0C

′ = 0 .

This can be solved for Λ, giving

Λ =
1
2
(
V −1
C − V −1

0C

)
,

where we have used the shorthand notation V0C = CV0C
′. Substituting this

back into (B.12), we get

V −1 = V −1
0 + C ′

(
V −1
C − V −1

0C

)
C . (B.13)

Result (B.8) follows after applying the matrix inversion lemma, or simply by

verifying that the right hand side of (B.8) is the inverse of (B.13).

In the optimization problem described above we have neglected the con-

straint that V be positive-semi-definite (psd). To show that the optimum is

psd, note that V can be rewritten as

V = V0 − V0C
′(CV0C

′)−1CV0 + V0C
′(CV0C

′)−1VC(CV0C
′)−1CV0 .

The first two terms constitute a psd matrix, as does the last term. Since the

sum of psd matrices is psd, this verifies that the optimum found is feasible. It

can also be shown that the Lagrangian (B.9) is a convex function of x̂, V , so

that the optimum found is indeed the minimum.

4Here we use the formulas for matrix derivatives ∂tr(AM)
∂M

= A and ∂ log |M|
∂M

= M−1. See e.g.

Minka (2000).
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